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Abstract

This paper investigates how exchange-traded funds (ETFs) are created and the impli-
cations for investors, focusing on the Korean market where bespoke indexes are often
designed in tandem with fund launches. Using the universe of Korean equity ETFs from
2002 to 2024, I identify two mechanisms shaping constituent selection. The return chan-
nel favors stocks with strong pre-launch run-ups, while the retail channel favors stocks
with concentrated retail net buying. Both channels operate exclusively through special-
ized ETFs, which are disproportionately constructed around “hot stocks.” Empirical
analysis shows that these stocks are more likely to be included and receive larger weights
at inception. At the ETF level, specialized ETFs with higher hot-stock exposure attract
greater retail inflows but suffer underperformance over the first five years—lagging other
ETFs by 0.6% to 1.4% per month—and charge higher fees. The findings highlight a
paradox: specialized ETFs built from stocks that have already surged and drawn retail
demand remain popular with retail investors after inception, yet they prove to be costly
and poor performers.
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1 Introduction

Exchange-traded funds (ETFs) have become central vehicles for equity investment, and
their forms have grown increasingly diverse. This diversity naturally raises a fundamental
question: what do ETF providers look at when creating new ETFs, and which signals shape
their construction at inception?

The Korean ETF market provides a distinctive setting in which to study this question. A
salient feature is the ETF-driven development of bespoke indexes, often released shortly
before—or even on the same day as—ETF inception. Unlike in the United States, where
ETF providers typically license benchmarks from independent firms such as S&P, MSCI, or
FTSE, Korean ETF providers frequently collaborate with index providers (KRX, FnGuide,
WISEfn) to design customized indexes specifically for new products. This practice is espe-
cially pronounced for specialized ETFs, which rarely rely on pre-existing benchmarks and
instead depend on tailor-made indexes crafted to fit their thematic narrative. As a result,
constituent selection in Korean ETFs is not a passive byproduct of benchmark availability,
but an endogenous outcome of providers’ strategic choices.

This paper asks a simple but fundamental question: which stocks are selected into newly
launched ETFs, and what consequences follow for investors? I examine two mechanisms
that may guide ETF creation. The first is the Return Channel : stocks with strong prior
returns are more likely to be included in new ETFs. The second is the Retail Channel :
ETF providers tilt toward stocks with concentrated retail net buying, anticipating that such
stocks will attract stronger retail demand once the ETF is launched. Analyzing the full
sample of Korean ETFs shows that these mechanisms operate almost exclusively through
specialized ETFs. In other words, while broad-based ETFs display little sensitivity to recent
returns or retail trading, specialized ETFs are systematically engineered around stocks that
are both recent winners and retail favorites—what I refer to as “hot stocks”.

Using the full universe of Korean equity ETFs launched between 2002 and 2024, I document
strong evidence for both channels. At the constituent level, stocks with higher six-month
pre-launch returns are significantly more likely to be included in specialized ETFs at incep-
tion, and conditional on inclusion, are assigned larger portfolio weights. Similarly, retail net
buying in the pre-launch window predicts inclusion into specialized ETFs, whereas institu-
tional net buying predicts exclusion. These findings indicate that ETF creation in Korea
systematically channels recent return run-ups and retail demand into specialized products.

The preceding analysis shows that stocks with stronger prior returns and concentrated retail
net buying are disproportionately included in specialized ETFs at inception. This raises
the next question: what happens to ETFs that embed such “hot stocks” into their initial
portfolios? To address this, I construct a measure of hot-stock exposure at the ETF level,
defined as the value-weighted share of inception holdings that jointly rank in the top tercile
of both prior returns and retail net buying. This measure allows me to examine how the
inclusion of hot stocks shapes subsequent investor ownership patterns, fund performance,
and fee structures of specialized ETFs.

There are three important findings on this dimension. First, ownership patterns diverge.
Specialized ETFs with greater hot-stock exposure attract substantially higher retail net
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buying in the months following inception, while institutional investors reduce their positions.
Second, performance is significantly worse. ETFs heavily tilted toward hot stocks deliver
significantly lower excess returns and factor-model alphas over the five years after inception,
underperforming other specialized ETFs by 0.6% to 1.4% per month. Third, fees are higher.
ETF providers charge systematically higher expense ratios for ETFs with higher hot-stock
exposure, even after controlling for fund size, turnover, and inception-year fixed effects.

These results suggest that the ETFs most heavily composed of stocks with sharp pre-
launch run-ups and concentrated retail net buying are precisely those that subsequently
underperform and impose higher costs—yet they are also the funds most aggressively bought
by retail investors. The irony is that retail investors flock to the very ETFs that cater to
their demand at launch but ultimately deliver the weakest outcomes at higher cost.

2 Data

2.1 Data sources

The sample comprises exchange-traded funds (ETFs) listed on the Korean stock market
between 2002 and 2024. Information on ETF inception dates, portfolio characteristics, and
fund classifications is obtained from FnGuide. I restrict attention to equity-focused ETFs
that primarily invest in domestic Korean stocks, excluding those classified as non-equity,
foreign equity, inverse or leveraged, or actively managed. After these exclusions, the final
sample contains 324 Korean equity ETFs.

Constituent holdings at ETF inception are collected from portfolio disclosure files provided
by the Korea Exchange (KRX). I further use the KRX database to refine ETF classifications
and supplement this process with manual verification based on ETF names to ensure accu-
racy. Finally, stock-level data—including returns and monthly net purchases by individual
and institutional investors—are obtained from FnGuide.

2.2 ETF Classification

Following Ben-David et al. (2023), I classify ETFs into two broad groups according to their
investment objectives: broad-based and specialized ETFs. Broad-based ETFs encompass
both traditional index-tracking funds and smart-beta strategies. The former replicate broad
market indexes such as the KOSPI 200, while the latter employ alternative, factor-based
weighting schemes (e.g., value, growth, momentum, quality, dividends, low volatility, or
multifactor combinations) rather than capitalization weights.

Specialized ETFs, in contrast, are defined as funds that target narrow segments of the
market by investing in a single sector or industry, or across multiple industries that are
linked by a common “theme”.1 This category therefore includes both sector-focused ETFs

1Specialized ETFs are identified using FnGuide’s Class3 classification, which designates sector- and
industry-specific products, supplemented by manual verification of ETF names.
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and thematic ETFs.

Consistent with Ben-David et al. (2023), I consolidate broad-index and smart-beta ETFs
into the group of broad-based ETFs for analytical clarity and contrast them with specialized
ETFs. The final sample consists of 114 broad-based ETFs (55 broad-index and 59 smart-
beta) and 151 specialized ETFs.

2.3 ETF-Driven Index Development in the Korean Market

Unlike in the U.S., where ETF providers typically license well-established benchmark in-
dexes from index providers such as S&P, MSCI, or FTSE, the Korean ETFmarket frequently
follows a reversed sequencing. Index providers—including the Korea Exchange (KRX), Fn-
Guide, and WISEfn—often design customized benchmarks in close coordination with ETF
providers, with indexes released shortly before the ETF’s inception. This reflects the rela-
tively limited role of independent index providers and the strong influence of ETF providers,
who frequently drive the creation of new benchmarks to facilitate product launches.

Table 1 presents representative examples of the gap between index publication and ETF
inception, with Panel A reporting broad-based ETFs and Panel B specialized ETFs. The
evidence indicates that index creation and ETF listing frequently occur in close proximity,
and in some cases on the very same day. This pattern is particularly pronounced for spe-
cialized ETFs—such as sector- or theme-based products—which rarely rely on pre-existing
benchmarks and instead depend on bespoke indexes designed to align with the fund’s in-
vestment narrative. By contrast, broad-based ETFs are more likely to track long-established
benchmarks (e.g., the KOSPI 200, first introduced in 1994). Nonetheless, even within the
broad-based category, smart-beta ETFs often rely on newly developed factor indexes, many
of which are introduced only shortly before fund inception.

Overall, these patterns highlight a distinctive feature of the Korean ETF market: indexes are
frequently created in close coordination with ETF providers, often timed to coincide with
or immediately precede fund inception. Such practices underscore the central role of ETF
providers in shaping benchmark construction and the high degree of product customization
that characterizes the Korean ETF industry.
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Table 1

Index Creation and ETF Inception Gap

Panel A: Broad-based ETFs

Index Name Index Publication ETF Name ETF Inception Gap (days)

KOSPI High Dividend 50 Index 2014-10-27 TIGER KOSPI High Dividend 50 ETF 2014-12-05 39
KOSPI Dividend Growth 50 Index 2014-10-27 KODEX Dividend Growth 50 ETF 2014-12-16 50

Fnguide Momentum Index 2011-08-19 TIGER Momentum ETF 2011-10-26 68
KOSDAQ 150 Index 2015-07-13 KODEX KOSDAQ 150 ETF 2015-10-01 80

Fnguide Low Volatility Index 2013-03-27 TIGER Low Volatility ETF 2013-06-20 85
Fnguide Momentum Plus Index 2016-02-12 KODEX Momentum Plus ETF 2016-05-13 91

KTOP 30 Index 2015-07-13 TIGER KTOP 30 ETF 2015-10-14 93
Fnguide Bank High Dividend Plus TOP Index 2023-07-03 TIGER Bank High Dividend Plus ETF 2023-10-31 120

FnGuide Select Value Index 2015-09-25 RISE V&S Select Value ETF 2016-02-02 130
MKF Dividend Aristocrats Index 2022-05-17 TIGER MKF Dividend Aristocrats ETF 2022-10-18 154

KOSPI 200 Top 10 Index 2021-06-14 SOL 200 Top10 ETF 2021-12-09 178
FnGuide Multi-Factor Index 2018-12-04 KODEX Multi-Factor ETF 2019-11-14 345

KOSPI 200 ex-Large Cap Index 2018-11-12 KODEX 200 exTOP ETF 2019-11-14 367
FnGuide SLV Dividend Value Index 2018-12-08 KODEX Dividend Value ETF 2019-05-31 904

KOSPI 200 Index 1994-06-15 KODEX 200 ETF 2002-10-14 3043

Panel B. Specialized ETFs

iSelect K-Defense & Aerospace Index 2023-07-25 TIGER Defense & Aerospace ETF 2023-07-25 0
iSelect K-POP Focus Index 2024-01-30 ACE K-POP Focus ETF 2024-01-30 0

KOSPI 200 Heavy Industry Index 2011-04-01 TIGER 200 Heavy Industry ETF 2011-04-06 5
FnGuide Korea Value-Up Index 2024-09-30 KODEX Korea Value-Up ETF 2024-11-04 35

WISE Media & Entertainment Index 2015-08-18 TIGER Media & Entertainment ETF 2015-10-07 50
KRX ESG Social Responsibility Index (S) 2017-12-18 RISE ESG Social Responsibility ETF 2018-02-27 71
FnGuide Secondary Battery Industry Index 2018-06-18 KODEX Secondary Battery Industry ETF 2018-09-11 85

FnGuide K-Metaverse MZ Index 2021-07-19 HANARO Fn K-Metaverse MZ ETF 2021-10-13 86
FnGuide Secondary Battery Materials Index 2023-04-17 TIGER Secondary Battery Materials Fn ETF 2023-07-13 87
FnGuide Shipbuilding TOP3 Plus Index 2023-06-19 SOL Shipbuilding TOP3 Plus ETF 2023-10-05 108

FnGuide K-Defense Industry Index 2022-09-12 PLUS K-Defense ETF 2023-01-05 115
FnGuide Webtoon & Drama Index 2021-04-01 KODEX Webtoon & Drama ETF 2021-07-30 120

FnGuide Golf Theme Index 2021-07-26 HANARO Fn Golf Theme ETF 2021-11-24 121
FnGuide K-Food Index 2022-04-15 HANARO Fn K-Food ETF 2022-08-17 124
KRX Automobile Index 2006-01-23 KODEX Automobile ETF 2006-06-26 154

Note: This table reports representative examples of the gap (in days) between index publication and ETF inception. Panel A shows broad-based ETFs, and
Panel B shows specialized ETFs.
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3 Who Gets In?

3.1 The Return Channel

Since Korean ETFs are frequently introduced with bespoke indexes, I now examine which
stocks are chosen as constituents in these funds. A natural starting point is to ask whether
recent stock performance influences inclusion decisions. In particular, ETF providers may
be inclined to select stocks with stronger prior returns when constructing new benchmarks.
I refer to this mechanism as The Return Channel.

To test this hypothesis, I measure cumulative stock returns over the six months preceding
ETF inception, excluding the most recent three months to account for the regulatory review
period prior to listing.2 This design ensures that the return window predates the ETF
approval process and plausibly reflects the information available to index providers at the
time of portfolio construction.3

The empirical specification estimates whether stocks with higher past returns are more
likely to be included in an ETF at the time of its launch. The baseline model is a linear
probability model (LPM) with date fixed effects:

ETF Inclusionhi,t = β,CumRETi, t − 9 ∶ t − 4 +Controls + FixedEffects + εi,t, (1)

where h ∈ {6,12}. While the dependent variable is binary, the LPM offers two advantages
in this context. First, it accommodates high-dimensional fixed effects in a straightforward
manner, which is crucial for controlling for common time shocks. Second, the coefficients
can be interpreted directly as changes in inclusion probabilities, which makes the interaction
effects particularly transparent. Consistent with prevailing practice in empirical finance, I
therefore rely on the LPM as the primary specification, and the results remain unchanged
when using a logit specification.

Table 2 reports the results. Panel A shows that stocks with stronger cumulative returns over
the six months prior to listing are significantly more likely to be included in ETFs launched
within the following 6 or 12 months. The effect is both statistically and economically mean-
ingful, indicating that ETF inclusion in the Korean market is systematically tilted toward
recent winners.

I next ask whether this effect varies across ETF types. To do so, I extend the specification
by interacting cumulative returns with an indicator for specialized ETFs (SETFs):

ETF Inclusionhi,t,d = β ({d = SETF} ×CumRETi,t−9∶t−4)+
γCumRETi,t−9∶t−4 +Controls + FixedEffects + εi,t,d

(2)

Panel B of Table 2 confirms that the return channel is concentrated in specialized ETFs.

2Results are robust to using cumulative returns over the prior 12 months.
3According to KRX, ETF registration and listing review typically requires six to eight weeks.
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The interaction between SETF and past returns is positive and significant, whereas the
coefficient on cumulative returns alone is weakly negative or indistinguishable from zero.
This pattern implies that recent stock price run-ups raise the likelihood of inclusion in
specialized ETFs but have little effect—or even reduce inclusion probabilities—in broad-
based funds tied to pre-existing benchmarks.

Taken together, these findings provide clear evidence of a return channel in ETF constituent
selection. In the Korean market, ETF providers appear to actively incorporate momentum-
like signals when designing new benchmarks, channeling recent stock run-ups into the port-
folios of specialized ETFs. Unlike broad-based products, specialized ETFs embed recent
performance directly into their design. This mechanism echoes the evidence in Ben-David
et al. (2023), who show that specialized ETF benchmarks in the U.S. tend to rise sharply
prior to fund launch. Yet the Korean case represents an even more pronounced version of
this phenomenon: because most specialized ETFs are built on customized indexes created
contemporaneously with fund inception, the selection of recent winners is not incidental but
rather an integral feature of benchmark construction. As such, the return channel plays a
central role in shaping the cross-section of ETF constituents at inception and sets the stage
for understanding subsequent differences in ETF outcomes.
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Table 2

The Return Channel in ETF Stock Selection

ETF Inclusion (6 Months) ETF Inclusion (12 Months)

Panel A: ETF Inclusion

CumRETt−9∶t−4 0.013*** 0.023***
(4.44) (5.50)

Log(MKTCAP) 0.006* 0.017**
(1.96) (4.65)

Turnovert−9∶t−4 0.085 -0.114
(1.47) (-1.64)

Log(lagPRC) 0.004*** 0.005**
(2.69) (2.66)

Prior ETF Inclusion 0.218*** 0.361***
(13.49) (18.43)

Observations 819,351 819,351
Date fixed effects Yes Yes

Clusters(Firms & Date) Yes Yes
Adjusted.R2 0.20 0.30

Panel B: Specialized ETF Inclusion

SETF × CumRETt−9∶t−4 0.072*** 0.032*
(3.93) (1.86)

CumRETt−9∶t−4 -0.021*** -0.005
(-2.96) (-0.69)

Log(MKTCAP) -0.059 -0.006
(-1.58) (-1.61)

Turnovert−9∶t−4 0.715*** 0.548***
(4.75) (3.94)

Log(lagPRC) 0.003*** 0.004***
(2.72) (3.02)

Prior ETF Inclusion 0.072*** 0.028**
(3.93) (2.06)

Observations 607,989 607,989
Date fixed effects Yes Yes

Clusters(Firms & Date) Yes Yes
Adjusted.R2 0.20 0.21

Note: This table reports linear probability models analyzing the likelihood that a stock is
included in an ETF at the time of its launch. Panel A pools all ETFs and estimates inclusion
probabilities based on cumulative stock returns over the prior 6-month window, excluding
the most recent three months. Panel B distinguishes specialized ETFs (SETFs) from broad-
based funds by interacting cumulative returns with an SETF indicator. All regressions include
date fixed effects and controls for Log(MKTCAP), six-month average turnover excluding the
blackout window, Log(lagPRC), and an indicator for prior ETF inclusion, which is a dummy
variable equal to one if the stock had been included in any ETF prior to time t. t-statistics are
reported in parentheses and are based on two-way clustered standard errors by stock and date.
*, *, and *** denote significance at the 10%, 5%, and 1% levels, respectively.
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Having shown that recent stock performance increases the likelihood of inclusion in special-
ized ETFs, I now test whether constituent weights at inception also load on recent winners.
Conditional on inclusion, I examine whether high-return stocks are assigned larger weights
at ETF launch.

I analyze two outcomes: the raw constituent weight and a normalized weight. The latter is
the within-ETF rank of stock i’s weight in ETF e, divided by the number of constituents
Ne:

Normalized Weighti,e =
rank(Constituent weighti,e)

Ne
,

with ties averaged. This transformation ensures comparability across ETFs with hetero-
geneous numbers of constituents and avoids mechanical scale effects associated with raw
weights.

I estimate cross-sectional regressions of weights on lagged characteristics measured prior
to inception. The key predictor is the six-month cumulative return measured before the
three-month regulatory blackout, CumRETi,t−9∶t−4 . I include standard control variables
and cluster standard errors at the ETF level; as a robustness check I also report two-way
clustering by ETF and firm:

Weighti,e = α + βCumRETi,t−9∶t−4 +Controls + εi,e,
where Weight ∈ {Constituent Weight,Normalized Weight}.

(3)

where i indexes stocks and e denotes specialized ETFs. A positive β indicates that, within
specialized ETFs, recent winners are allocated greater prominence at inception.

Table 3 shows that β > 0 and is statistically significant across specifications for both out-
comes: recent winners not only enter SETFs more often, but also are assigned larger weights
at inception conditional on inclusion. Columns (1)–(2) use raw constituent weights and
columns (3)–(4) use a normalized rank-based weight. In all cases, six-month cumulative
returns measured prior to the three-month blackout are positively associated with launch
weights, indicating that providers allocate more of the portfolio to recent winners when
constructing specialized ETFs.
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Table 3

The Return Channel and Constituent Weights in Specialized ETFs

Constituent Weight Normalized Weight

(1) (2) (3) (4)

CumRET t−9;t−4 0.710** 0.710** 0.025*** 0.063***
(2.57) (2.29) (3.02) (3.72)

Log(MKTCAP) 1.578*** 1.577*** 0.131*** 0.130***
(10.99) (6.47) (18.52) (12.64)

Turnovert−9;t−4 8.95** 8.949** 0.756*** 0.846***
(2.30) (2.06) (3.16) (3.51)

Log(lagPRC) -0.211** -0.211 0.002 0.003
(-2.60) (-1.21) (0.68) (0.39)

Constant -17.96*** -17.96*** -1.429*** -1.420***
(-11.78) (-8.75) (-14.03) (-11.81)

Observations 5,395 5,395 5,395 5,395
Clusters (ETF) Yes Yes Yes Yes
Clusters (Firms) No Yes No Yes
Adjusted R2 0.25 0.25 0.49 0.49

Note: This table examines whether prior returns predict constituent weights within specialized
ETFs at inception. Columns (1)–(2) use the raw constituent weight; columns (3)–(4) use a
normalized weight equal to the within-ETF rank of the constituent weight divided by the
number of holdings. The key regressor is the six-month cumulative return measured before the
blackout window (CumRETt−9∶t−4). Controls are Log(MKTCAP), six-month average turnover
excluding the blackout window(Turnovert−9;t−4), and Log(lagPRC). t-statistics are presented in
parentheses and are based on clustered standard errors as indicated (ETF clustering in columns
(1) and (3); two-way ETF and firm clustering in columns (2) and (4). *, **, and *** denote
significance at the 10%, 5%, and 1% levels, respectively.

3.2 The Retail Channel

Having documented a return channel, I next examine whether pre-launch retail trading pre-
dicts constituent selection—what I term The Retail Channel. In Korea’s equity market,
where individual-investor participation is relatively high, a natural hypothesis is that ETF
providers favor stocks that have recently attracted stronger retail demand when designing
new benchmarks. I measure investor demand using the six-month cumulative net-buy ratio
at the stock level, excluding the most recent three months to respect the regulatory re-
view period. The baseline specification is a linear probability model with date fixed effects,
estimated for two horizons (ETF inception within six or twelve months), and results are
unchanged under a logit specification.

ETF Inclusionhi,t = βI CumNetBuyI,i,t−9∶t−4 +Controls + FixedEffects + εi,t,
I ∈ {Retail, Institutional}.

(4)

where h ∈ {6,12}. Table 4 reports the estimates. Panel A, which pools all ETF types, shows
that higher pre-launch cumulative retail net buying is associated with a lower probability
of subsequent ETF inclusion, whereas institutional cumulative net buying is statistically
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indistinguishable from zero. This pooled relation masks sharp heterogeneity by fund type.
To probe this heterogeneity, I augment the baseline with interactions between investor-type
cumulative net buying and an indicator for specialized ETFs (SETFs). The specification is
given below:

ETF Inclusionhi,t = βI ({d = SETF} ×CumNetBuyI,i,t−9∶t−4)+
Controls + FixedEffects + εi,t, I ∈ {Retail, Institutional}.

(5)

Panel B of Table 4 highlights that the predictive effect of investor demand differs sharply
between specialized and broad-based ETFs. In the pooled specification of Panel A, higher
retail cumulative net buying predicts a lower probability of subsequent ETF inclusion,
while institutional demand is either weakly positive or insignificant. However, once the
sample is restricted to specialized ETFs, this relation reverses. The interaction estimates
in Panel B show that retail net buying significantly increases the likelihood of inclusion
into specialized ETFs over both six- and twelve-month horizons, whereas institutional net
buying significantly decreases the likelihood of inclusion. In other words, specialized ETFs
disproportionately select into stocks popular among retail investors and tend to avoid those
accumulated by institutions.

Taken together, these findings reveal that specialized ETFs operate through a distinct
retail channel. Whereas broad-based ETFs do not systematically incorporate retail-driven
demand, specialized ETFs—often designed around specific themes or industries and thus
more customized in their index construction—deliberately embed stocks with strong pre-
launch retail interest into their initial portfolios. This pattern suggests that the process
of stock selection at ETF inception is shaped not only by past returns or fundamentals
but also by the demand characteristics of the investor segment that specialized funds are
intended to capture.
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Table 4

The Retail Channel in ETF Stock Selection

ETF Inclusion (6 Months) ETF Inclusion (12 Months)

(1) (2) (3) (4)

Panel A: ETF Inclusion

Retailt−9∶t−4 -0.003* -0.005***
(-1.85) (-2.77)

Institutiont−9∶t−4 0.001 0.003
(0.68) (1.02)

Log(MKTCAP) 0.007** 0.007** 0.018*** 0.018***
(2.05) (2.06) (4.76) (4.77)

Turnovert−9∶t−4 0.134** 0.122** -0.023 -0.045
(2.20) (2.00) (-0.33) (-0.64)

Log(lagPRC) 0.004*** 0.004*** 0.005*** 0.005***
(2.83) (2.83) (2.83) (2.83)

Prior ETF Inclusion 0.217*** 0.217*** 0.359*** 0.359***
(13.41) (13.40) (18.22) (18.21)

Observations 819,147 819,147 819,147 819,147
Date fixed effects Yes Yes Yes Yes

Clusters(Firms & Date) Yes Yes Yes Yes
Adjusted.R2 0.20 0.20 0.30 0.30

Panel B: Specialized ETF Inclusion

(1) (2) (3) (4)

SETF × Retailt−9∶t−4 0.029*** 0.028***
(2.77) (3.99)

SETF × Institutiont−9∶t−4 -0.029*** -0.030***
(-3.35) (-4.03)

Retailt−9∶t−4 -0.008** -0.007***
(-2.47) (-2.80)

Institutiont−9∶t−4 0.008*** 0.007**
(2.86) (2.38)

Log(MKTCAP) -0.006 -0.006 -0.005 -0.005
(-1.58) (-1.58) (-1.59) (-1.60)

Turnovert−9∶t−4 0.762*** 0.766*** 0.596*** 0.601***
(5.00) (4.92) (4.36) (4.33)

Log(lagPRC) 0.003*** 0.003*** 0.004*** 0.004***
(2.68) (2.68) (3.10) (3.09)

Prior ETF Inclusion 0.041*** 0.040*** 0.028** 0.028**
(3.53) (3.49) (2.05) (2.03)

Observations 607,840 607,840 607,840 607,840
Date fixed effects Yes Yes Yes Yes

Clusters(Firms & Date) Yes Yes Yes Yes
Adjusted.R2 0.20 0.20 0.21 0.21
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Note: This table reports linear probability models analyzing the likelihood that a stock is
included in the ETF portfolio at the time of its launch. Panel A pools all ETFs and estimates
inclusion probabilities based on cumulative retail and institutional net buying of the stock over
the prior six-month window, excluding the most recent three months. Panel B distinguishes
specialized ETFs (SETFs) from broad-based funds by interacting retail and institutional net
buying with an SETF indicator. All regressions include date fixed effects and controls for
log(MKTCAP), six-month average turnover excluding the blackout window, log(lagPRC), and
an indicator for prior ETF inclusion, which equals one if the stock had been included in any
ETF prior to time t. t-statistics are reported in parentheses and are based on two-way clustered
standard errors by stock and date. *, **, and *** denote significance at the 10%, 5%, and 1%
levels, respectively.

4 From Hot Stocks to Cold ETFs

: Evidence in Specialized ETFs

4.1 ETF-Level Exposure to Hot Stocks

The preceding analysis demonstrates that the return and retail channels drive constituent
selection into specialized ETFs. I now shift the focus to the characteristics of the ETFs
that emerge from this process. In particular, I examine whether specialized ETFs that
allocate more heavily to “hot stocks”—those with both higher prior returns and retail net
buying—exhibit systematically different features. Specifically, I investigate which investor
groups subsequently trade these funds, how they perform, and how their fee structures
compare to non-hot specialized ETFs.

To quantify the extent of hot-stock exposure at the ETF level, I construct a retail–momentum
overlap measure. At the stock level, I assign tercile ranks based on cumulative returns and
retail net buying over the six-month window preceding ETF inception, excluding the most
recent three months to avoid mechanical effects.4 A stock is classified as a “hot stock” if
it simultaneously falls into the top tercile of both dimensions.

At the ETF level, I aggregate these stock-level indicators across all constituents in the
inception portfolio. I compute two versions of the measure, each reflecting the share of hot
stocks in the fund at launch: (i) an equal-weighted ratio, defined as the fraction of constituent
stocks classified as hot; and (ii) a value-weighted ratio, defined as the proportion of the
ETF’s total inception portfolio weight allocated to hot stocks. In the empirical analysis, I
focus on the value-weighted measure, as it more accurately captures the portfolio prominence
of hot stocks within specialized ETFs. This weighting scheme is particularly relevant because
it reflects the actual economic exposure that ETF investors face, rather than simply the
number of hot stocks present in the portfolio. Formally, for ETF e,

Hot-Stock Exposuree = ∑
j∈e

wj,e ×Hot Stockj (6)

4I also replicate the analysis using a twelve-month window prior to inception, and the results remain
unchanged.
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where wj,e denotes the inception weight of stock j in ETF e, and Hot Stockj is an indicator
equal to one if stock j falls into the top tercile of both prior cumulative returns and retail
net buying.

4.2 Ownership Patterns

With the measure of hot-stock exposure formally defined, I next examine whether ETFs
with greater exposure to such stocks exhibit systematically different ownership patterns
after launch. Specifically, I test whether higher values of Hot-Stock Exposuree—the value-
weighted share of inception portfolio holdings simultaneously ranked in the top tercile of
both prior returns and retail net buying—are associated with differential trading by retail
and institutional investors.

Post-inception retail demand is measured as cumulative net purchases scaled by average
shares outstanding. Specialized ETFs with higher hot-stock exposure attract significantly
greater retail inflows upon inception. This indicates that the retail preference observed at
the constituent level persists at the fund level: ETFs that overweight hot stocks at launch
subsequently draw disproportionate retail demand.

Figure 1 plots cumulative net buying by retail and institutional investors over the first 12
months following ETF inception, sorted by quintiles of hot-stock exposure. A clear mono-
tonic pattern emerges for retail investors: funds in the top quintile of hot-stock exposure
experience substantially larger inflows than those in the bottom quintile. By contrast, insti-
tutional flows show no such pattern. Institutional investors’ cumulative net buying is broadly
flat across the lower quintiles and turns significantly negative for ETFs with the highest
hot-stock exposure, indicating net institutional outflows from funds most concentrated in
hot stocks.
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Figure 1

Investor Net Buying Across Hot-Stock Exposure

Note: This figure plots cumulative net buying by retail and institutional investors during the first 12
months after specialized ETF inception, scaled by shares outstanding. ETFs are sorted into quintiles
based on the hot-stock exposure defined in Equation 6.

To complement the descriptive evidence in Figure 1, I formally examine the relation between
hot-stock exposure and post-inception trading activity. I estimate regressions of cumulative
net buying per share on the hot-stock ratio and fund-level controls. Table 5 reports results
separately for retail (Panel A) and institutional investors (Panel B), measured over horizons
of one, six, and twelve months after ETF launch, as well as beyond the first year.

Panel A shows that hot-stock exposure is a strong predictor of retail net buying immediately
after ETF launch. The coefficients on Hot Stock Exposure are positive and statistically
significant when measured over cumulative horizons of 1, 6, and 12 months following ETF
inception, indicating that specialized ETFs with greater allocations to hot stocks attract
disproportionately higher retail inflows during their first year. However, this effect does not
persist beyond the first year: once cumulative inflows are measured over horizons longer
than twelve months, the relation between hot-stock exposure and retail net buying becomes
statistically insignificant. These results suggest that the retail demand response to hot-stock
exposure is concentrated around the time of ETF launch rather than sustained over time.

Panel B presents the corresponding results for institutional investors. In contrast to retail
demand, the coefficients on the Hot Stock Exposure are negative and statistically significant
over the first six months, implying that institutions systematically avoid ETFs with greater
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exposure to hot stocks in the early post-launch period. Beyond the first year, however, the
institutional response also attenuates, with coefficients turning insignificant.

These findings demonstrate that specialized ETFs with higher hot stock exposure are not
only constructed from stocks already favored by retail investors but also disproportionately
attract additional retail purchases in the early post-inception period. In contrast, institu-
tional investors tend to reduce their holdings in these products, resulting in a pronounced
divergence in net buying behavior between the two investor groups.

Table 5

Hot-Stock Exposure and Post-Inception Investor Ownership of ETFs

Launch≤1M Launch≤6M Launch≤12M Launch>12M

Panel A: Cumulative Retail Netbuy per Share

Hot-Stock Exposure 0.21*** 0.28** 0.30*** -0.14
(2.92) (2.59) (2.76) (-0.84)

Log(MKTCAP) 0.05*** 0.05*** 0.02 0.00
(3.87) (2.93) (1.13) (0.04)

TO 0.76*** 1.81*** 2.77*** 5.16**
(10.28) (6.74) (6.76) (2.58)

Fee 0.24*** 0.31*** 0.32*** 0.01
(3.19) (2.95) (3.05) (0.07)

Constant -0.58*** -0.59*** -0.27 0.07
(-3.93) (-3.03) (-1.44) (0.28)

Observations 151 151 151 129
Adjusted R2 0.59 0.44 0.38 0.03

Panel B: Cumulative Institutional Netbuy per Share

Hot-Stock Exposure -0.19** -0.22** -0.19 0.16
(-2.18) (-2.02) (-1.23) (0.67)

Log(MKTCAP) -0.05*** -0.05*** -0.02 0.00
(-2.91) (-2.84) (-0.87) (0.10)

TO -0.71*** -2.05*** -3.43*** -5.76**
(-8.06) (-7.49) (-5.97) (-2.03)

Fee -0.21** -0.28*** -0.34** -0.09
(-2.36) (-2.63) (-2.32) (-0.32)

Constant 0.50*** 0.56*** 0.28 -0.07
(2.81) (2.84) (1.07) (-0.20)

Observations 151 151 151 129
Adjusted R2 0.46 0.46 0.28 0.01

Note: This table reports regression estimates of cumulative net buying per share by retail
investors (Panel A) and institutional investors (Panel B) over horizons of one month, six months,
and twelve months following ETF inception, as well as the period beyond twelve months. The
key explanatory variable is Hot-Stock Exposure, defined in Equation 6. Control variables include
fund size (Log(MKTCAP)), turnover (TO), and fees. Standard errors are two-way clustered by
ETF and date, and t-statistics are reported in parentheses. *, **, and *** denote significance
at the 10%, 5%, and 1% levels, respectively.
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4.3 Performance

The previous analysis demonstrates that specialized ETFs with greater hot-stock exposure
disproportionately attract retail net buying in the early post-inception period. I now turn
to the subsequent performance of these funds.

Table 6 reports ETF performance over the 60 months following launch, using four mea-
sures: average excess return, CAPM alpha, Fama–French three-factor (FF3) alpha, and
Fama–French four-factor (FFC4) alpha.5 Across all specifications, the coefficient on Hot
Stock Exposure is negative and statistically significant, indicating that specialized ETFs
with a higher share of hot stocks consistently underperform in the post-inception period.

These results suggest that the very characteristics making specialized ETFs appealing to
retail investors at launch—portfolios tilted toward stocks with strong prior returns and
heavy retail demand—ultimately predict weaker subsequent performance. Put differently,
specialized ETFs most heavily concentrated in past “winners” deliver the poorest ex-post
returns, consistent with return reversals following periods of strong run-ups.

Table 6

Hot-Stock Exposure and Post-Inception Performance of ETFs

Excess Return CAPM α FF3 α FFC4 α

Hot-Stock Exposure -4.52*** -3.52*** -3.54*** -2.39***
(-4.66) (-4.41.) (-3.77) (-2.81)

Log(MKTCAP) 0.22* 0.24** 0.30*** 0.22**
(1.89) (2.55) (2.79) (2.08)

TO -11.47* -4.49 1.68 -1.58
(-1.68) (-0.73) (0.19) (-0.21)

Observations 130 130 130 130
Adjusted R2 0.28 0.22 0.17 0.10

Note: This table reports cross-sectional regressions of ETF performance on Hot-Stock Exposure.
The dependent variables are monthly excess returns, CAPM alphas, Fama–French three-factor
alphas, and Carhart four-factor alphas, each estimated over the first 60 months following in-
ception. Hot-Stock Exposure is defined in Equation 6. Control variables include log market
capitalization at inception (log(MKTCAP)), average turnover (TO), and average fees, all mea-
sured as averages over the first 60 months after inception. Robust (HC1) standard errors are
reported in parentheses. ***, **, and * denote significance at the 1%, 5%, and 10% levels,
respectively.

The continuous specification in Table 6 demonstrates that specialized ETFs with greater
hot-stock exposure subsequently underperform after inception. To illustrate the magnitude
of this effect more directly, I classify ETFs into Hot and Non-Hot groups based on their
hot-stock exposure at inception. In the baseline definition, Hot specialized ETFs are those
in the top 20% of the hot-stock exposure distribution, while Non-Hot ETFs comprise the
remainder. Results are robust to alternative thresholds: defining Hot SETFs as the top 10%
produces even stronger effects, whereas using the top 30% yields somewhat weaker but still
significant results, consistent with our interpretation.

5Results are robust when performance is measured over the first 36 months after inception.
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Table 7 shows that Hot specialized ETFs underperform significantly relative to Non-Hot
ETFs across all specifications. The performance gap is economically large: Hot ETFs earn
substantially lower excess returns and factor-model alphas, with differences ranging from
–0.6% to –1.4% per month depending on the benchmark. Importantly, this gap is amplified
by the fact that Non-Hot specialized ETFs on average deliver positive and statistically
significant abnormal returns, further widening the contrast with the negative performance
of Hot ETFs. These results reinforce the central insight that specialized ETFs heavily
concentrated in “hot” stocks—those characterized by strong past returns and intensive
retail net buying—consistently fail to sustain their initial momentum once launched.

To ensure that these findings are not driven by a small set of outliers, I next examine the
distribution of ETF abnormal performance using bootstrap resampling. Figure 2 plots the
bootstrap distributions of FF3 alphas. Panel A shows that Hot specialized ETFs—defined
as the top 10%, 20%, or 30% of the hot-stock exposure distribution—exhibit mean alphas
of –0.97%, –0.54%, and –0.40% per month, respectively. In each case, the distributions are
centered well below zero, and the bulk of the bootstrap mass lies in the negative region,
indicating that the underperformance of Hot ETFs is not driven by a handful of extreme
observations. Panel B compares Hot ETFs against all remaining specialized ETFs and
shows that the alpha differences are significantly negative across all definitions (–1.33%,
–0.96%, and –0.93% per month). The consistency of these results across specifications and
bootstrap resampling underscores that specialized ETFs with greater hot-stock exposure
exhibit statistically and economically meaningful underperformance.

Table 7

Performance Comparison between Hot vs Non-Hot Specialized ETFs

Excess Return CAPM FF3 FFC4

Hot Specialized ETFs -1.23*** -0.72** -0.54* -0.29
(-3.32) (-2.58) (-1.70) (-0.94)

Non-Hot Specialized ETFs 0.18 0.31*** 0.42*** 0.32***
(1.52) (2.96) (3.12) (2.94)

Hot − Non-Hot -1.41*** -1.03*** -0.96*** -0.62**
(-3.63) (-3.46) (-2.79) (-1.86)

Note: This table compares the post-inception performance of Hot and Non-Hot specialized
ETFs. Hot ETFs are defined as those in the top 20% of the hot-stock exposure distribution at
inception, while Non-Hot ETFs comprise the remainder. Performance measures include monthly
excess returns and factor-model alphas (CAPM, Fama–French three-factor, and Carhart four-
factor), all estimated using each ETF’s return history over the first 60 months following incep-
tion. The bottom row reports the performance differentials between Hot and Non-Hot ETFs.
t-statistics are reported in parentheses. *, **, and *** denote significance at the 10%, 5%, and
1% levels, respectively.

17



Figure 2

Bootstrap Distributions of ETF Abnormal Performance

Panel A. Hot Specialized ETFs

Panel B. Hot - Non-Hot Specialized ETFs

Note: This figure presents bootstrap distributions of ETF abnormal performance based on
Fama–French three-factor (FF3) alphas estimated over the first 60 months following inception.
Panel A reports the distributions of bootstrapped mean alphas for Hot specialized ETFs, defined
as those in the top 10%, 20%, or 30% of the hot-stock exposure distribution. Panel B reports the
distributions of bootstrapped differences in mean alphas between Hot and Non-Hot specialized
ETFs under the same definitions. The vertical solid red line indicates the bootstrap mean, and
the red dashed lines mark the 95% confidence interval.

4.4 Fees

The final part of the analysis examines how ETF providers set fees when launching prod-
ucts with greater hot-stock exposure. While earlier results show that these funds attract
disproportionate retail purchases and subsequently underperform, it is also important to
consider whether ETF providers exploit such demand by charging higher expense ratios.
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The underlying premise is that ETF providers deliberately construct specialized products
around stocks with strong past returns and elevated retail interest, anticipating high investor
demand and limited sensitivity to fees.

Figure 3 provides descriptive evidence on the relation between hot-stock exposure and
expense ratios. The median expense ratio rises monotonically across quintiles of hot-stock
exposure, with the highest quintile charging roughly six basis points more than the lowest
quintile. This monotonic relation indicates that specialized ETFs more heavily tilted toward
retail-driven, high-return stocks systematically impose higher fees on investors.

Table 8 corroborates this pattern using regression analysis. The results show that hot-stock
exposure is a strong predictor of higher expense ratios, even after controlling for fund size,
turnover, and inception-year fixed effects. Moreover, larger funds, as proxied by log market
capitalization, are associated with lower fees, consistent with economies of scale.

Together, the descriptive and regression results reveal that specialized ETFs with greater
hot-stock exposure not only deliver inferior ex-post performance but also impose higher
ongoing costs on investors. In other words, these products are not only underperforming
but also more expensive, suggesting that providers exploit retail enthusiasm by extracting
higher rents through fees.

Figure 3

Expense Ratios Across Hot-Stock Exposure Quintiles

Note: This figure plots the median expense ratios of specialized ETFs across quintiles of hot-stock
exposure, as defined in Equation 6. Expense ratios are measured as the average management fees
during the first 12 months following ETF inception.
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Table 8

Expense Ratio Comparison between Hot vs Non-Hot Specialized ETFs

Expense Ratio (%)

Hot Exposure 0.27*** 0.20**
(3.28) (2.07)

Log(MKTCAP) -0.05*** -0.06***
(-3.89) (-4.12)

TO 0.50 0.57
(1.56) (1.49)

Inception Year Fixed Effect No Yes
Observations 151 151
Adjusted R2 0.10 0.14

Note: This table reports cross-sectional regressions of ETF expense ratios on Hot-Stock Expo-
sure, defined in Equation 6. The dependent variable is the annual expense ratio (in percent) at
inception. Control variables include log market capitalization at inception (Log(MKTCAP))
and average turnover (TO). Column (2) additionally includes inception-year fixed effects. Ro-
bust standard errors are reported in parentheses. *, **, and *** denote significance at the 10%,
5%, and 1% levels, respectively.

5 Conclusion

This paper has examined how ETFs are created and what this process implies for investors,
using evidence from the Korean market where index construction often coincides with fund
launches. The analysis highlights that ETF design is not a neutral replication of existing
benchmarks but an endogenous process shaped by provider incentives. In particular, two
mechanisms dominate constituent selection. The return channel favors stocks that have
recently experienced strong price run-ups, while the retail channel favors stocks that have
attracted concentrated net buying from individual investors. These forces operate almost
exclusively through specialized ETFs, which are disproportionately constructed around such
“hot stocks.”

The consequences of this design are revealing. At inception, stocks with higher prior returns
and retail net buying are more likely to be included and to receive larger portfolio weights.
At the fund level, specialized ETFs with greater exposure to hot stocks attract higher
inflows from retail investors, while institutions reduce their positions. Yet these same ETFs
significantly underperform in the years following inception and charge higher fees, making
them both costly and poor investments. The paradox is clear: the ETFs that appeal most
strongly to retail demand are precisely those that deliver the weakest outcomes.

These findings carry several broader implications. For practitioners and policymakers, the
results underscore a need for caution. Specialized ETFs that embed hot stocks continue
to attract retail inflows after launch, despite their poor performance and higher fees. This
suggests that retail investors are drawn to narratives of recent winners and popular stocks
even when doing so leaves them systematically worse off. Providers, in turn, have clear
incentives to engineer products that maximize short-term demand rather than long-term
investor welfare. Regulators and market participants may therefore wish to consider how
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product design and disclosure practices can be improved to ensure that retail enthusiasm
does not translate into systematically poor investment outcomes. The broader lesson is that
financial innovations that thrive on catering to retail demand may succeed commercially
but fail investors.
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